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Scholars have long been interested in interaction – in teams, organizations, and markets – 

but they debate how interaction affects performance. Some view interaction as essential for 

spreading good skills (accurate beliefs and practices). For its proponents, interaction creates 

“a marketplace of ideas”. When people interact, they hold, good skills prevail and bad ones 

fade away. This assumption underlies many practices in organization, innovation and 

education, such as best practices sessions and peer learning. But others have argued that 

interaction can disseminate inferior practices and harm performance. In this view, when 

people interact they may succumb to social pressure, contract inaccurate skills, and replace 

exploration by exploitation. Here we address the differing views by modeling how 

interaction alters people’s skills and their performance. We incorporate recent evidence on 

people’s self-assessment of skill (“how skillful am I?”) and willingness to revise their skills 

(“how should I consider others’ advice?”). Aided by this evidence, we find that interaction is 

generally hazardous for performance, because poor performers are disproportionally likely to 

spread their skills to others. When people interact, their average skills do not become better, 

but merely similar. Some poor performers improve, but some good ones deteriorate. This 

trend can be reversed, paradoxically, by behaviors often viewed negatively: inertia, social 

clustering, and in-group bias. These preserve performance variance by limiting interaction. 

Isolation can benefit performance. These findings question the alleged benefits of 

interaction, may explain why inertia, clustering, and in-group persist, and why some high-

performers are hermits. (244 words) 
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“New scientific ideas never spring from a communal body, however organized, but rather from the head of an individually 

inspired researcher who struggles with his problems in lonely thought.” 

Max Planck, founder of quantum theory, Nobel laureate in Physics 

(quoted in Macrakis 1993) 

 

“In some places it’s easy to lose perspective. But I think it’s very easy to keep perspective in a place like Omaha. It’s very easy to 

think clearly here. You’re undisturbed by irrelevant factors and the noise generally of business investments.” 

Warren Buffet, American business magnate, explaining why he lives in Nebraska 

(quoted in Monaghan 2012) 

 

“From the middle of June to the middle of September, I don’t speak to anybody, and I do the entire year’s work. I’m in my 

bedroom, on my little table, from 7am to 7pm, with only my music” 

 

“I never read any magazines or watch TV. Nor do I go to cocktail parties, dinners or anything like that. I live alone mostly, in the 

middle of nowhere. That means the only people I see are either those who cut wood in the forest or fishermen on my oyster 

farm in southwestern France… I just make what I believe in, in a very free way. I propose and people dispose. Sometimes I 

succeed, and sometimes I don’t. But the most important thing is that I am outside of mainstream thinking, not repeating what 

everybody else is saying. I am alone, trying to find my own way of doing things. That’s all.” 

Philippe Starck, prominent product designer  

(quoted in Ramamurthy 2011) 

Two Views of Interaction and Performance 

Human interaction is central to the social sciences. Interaction – between buyers and sellers, among 

employees and entrepreneurs, in top management teams, in industry associations – is also central to 

organizational theory and strategic management. But how does interaction affect performance? One can find 

at least two views. According to one view, interaction advances good practices to triumph over bad ones. 

When people interact, present their ideas and listen to others’, they eventually choose good ideas and dispose 

of bad ones. Through interaction a “marketplace of ideas” is born, where ideas are exchanged to the ultimate 

benefit of society (Mill 1859). Because interaction is so beneficial, it is in society’s interest to support practices 

that facilitate interaction, such as freedom of speech and free trade. A marketplace of ideas is only possible 

when people have guaranteed rights to interact, trade, and express their views freely. As John Stuart Mill 

(1909, p. III.17.4) observed “[i]t is hardly possible to overrate the value, in the present low state of human 

improvement, of placing human beings in contact with persons dissimilar to themselves, and with modes of 

thought and action unlike those with which they are familiar...Such communication has always been, and is 

peculiarly in the present age, one of the primary sources of progress”. 

A similar argument holds for the progress of science. Scientists discover and invent by interacting with 

others and their ideas – they are “standing on the shoulders of giants”, as Issac Newton commented 

(rephrasing Bernard of Chartres. See discussion in Merton 1965). If interaction leads to better ideas, we 

should encourage it. For that, commentators on organizational research often decry our tendency to fragment 

into tight-knit communities. Daft and Lewin (2008, p. 178) warn against ‘‘creeping parochialism’’ in scientific 
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journals, where each journal’s focus “narrows to reflect the orthodoxies of the community of scholars’’ 

around it. Relying on citation data to trace sub-communities of scholars, Baum (2011) cautions that such 

allegiances are an impediment to progress. 

This view is echoed in the innovation literature. Students of user innovation and open collaboration  

suggest that innovations come from interaction: sharing, reusing, and building on others’ knowledge (Baldwin 

and Von Hippel 2011; Levine and Prietula forthcoming). Scholars have shown that patents and papers by 

teams (and organizations, for patents) are more cited than those of single investors and authors (Singh and 

Fleming 2010; Wuchty et al. 2007a).i If we agree that interaction promotes innovation, then we may agree that 

patents harm progress by hampering interaction with others and their ideas (Murray and Stern 2007). 

This hopeful portrayal of interaction is also prevalent in organizational theory. For example, in the study 

of knowledge transfer: when employees share knowledge, performance improves (see review and critique in 

Levine and Prietula 2012). Advocates view organizational performance as a gigantic jigsaw puzzle, its pieces 

scattered among members of the firm, and assembled – to great effect – when members interact. If 

interaction is beneficial, scholars reasoned, then performance will improve if we identify obstacles to 

interaction, remove them, and thus boost knowledge flows (e.g., Argote 2000; Argote et al. 2003; Bunderson 

and Reagans 2011; Reagans et al. 2005). The same arguably holds for managers: when they interact with 

others, including competitors, they can improve the performance of their organizations (Ingram and Roberts 

2000) and prevent errors from spreading (Greve 2011).  

Echoing this positive view, practitioners sought to improve performance by encouraging interaction 

through such methods as Best Practices sessions (Cross and Thomas 2011; Szulanski 1996), Communities of 

Practice (Wenger and Snyder 2000), and Corporate Social Networks (The Economist 2010). When Yahoo, an 

internet company, recently banned its employees from working at home, its management team justified the 

decision by citing the benefits of interaction, explaining that “some of the best decisions and insights come 

from hallway and cafeteria discussions, meeting new people, and impromptu team meetings” (Swisher 2013). 

A similar portrayal of interaction is present in many classrooms, where participants expect to improve 

their skills by relying on not only the professor, but also their fellow classmates. For instance, a participant 

recently praised an executive MBA program because “[t]he classmates share all their real-life experiences and 

management problems or issues with the class. It is real time and real life examples we can learn from each 

other” (Tanikawa 2012). Here again, the interviewee assumes that interaction will improve her skills. If 

interaction indeed spreads good skills and diminishes bad ones, then it benefits individuals, organizations and 

society – and should be encouraged. 
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How Interaction Can Harm Performance. Others have argued and shown that interaction can harm 

performance. That happens when interaction spreads fallacious practices, thereby harming the skills of those 

interacting. Social psychologists demonstrated that people adopt poor skills (fallacious beliefs and practices), 

from others (Asch 1951; Festinger et al. 1950; Sherif 1935) and proceed to transmit falsies to others (Zucker 

1977), thereby contributing to a vicious cycle of disasters and fiascos (Janis 1972). Social pressure is also a 

keystone of institutional theory in sociology. Institutional theorists have argued that interaction spreads 

practices because of social pressures, not the technical superiority of these practices (DiMaggio and Powell 

1983; Meyer and Rowan 1977; Tolbert and Zucker 1983). For example, securities analysts are more likely to 

cover a firm if others have done so, but are also more likely to err in estimating performance, and eventually 

abandoning coverage (Rao et al. 2001). Managers are more likely to adopt a managerial practice when peers 

have done so, and earn legitimacy for doing so (Westphal et al. 1997). Interaction can spur a bandwagon 

effect where managers adopt worthless innovations (Strang and Macy 2001), even if most expect negative 

returns (Abrahamson and Rosenkopf 1993). 

Students of organizational exploration and exploitation recognized that interaction can introduce 

uniformity of practices. When people interact and socialize, taken-for-granted practices spread and original 

thought and novel solutions may be pushed away (March 1991; Rodan 2005). Therefore, when interaction is 

hampered, for instance by a fragmented organizational structure, performance improves (Fang et al. 2010; 

Lazer and Friedman 2007). When interaction is less frequent, socialization into popular practices is slower, 

and organizational members can explore longer on their own. When they are allowed to explore, goes the 

argument, members may come up with a novel solution that is superior to what others or the organization 

can provide. Commenting on the state of organizational theory, March (2004) noted that organizational 

research is fragmented because scholars reside in largely autonomous communities, separated by barriers that 

are geographical, lingual, national, and cultural. The resulting parochialism had costs, he opined, but also an 

advantage: isolation supports experimentation. He conceded, though, that it is difficult to point the optimal 

balance of interaction and isolation (March 2006, pp. 207-11). 

However, such views were challenged empirically recently: using a large experiment with various 

communication structures, researchers found that teams performed better when their communication 

structure was efficient, allowing information to travel fast (Mason and Watts 2012). Importantly, the 

information transmitted in the experiment was always true, complete, and accurate. We believe that our 

results can contribute to this debate, and discuss it further below. 
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In markets, the convergence of people’s beliefs and practices through interaction (Raafat et al. 2009) – 

known as herding, cascading, social contagion, or peer effects – has been described as a “folly”, “delusion”, 

or “madness”, following the early observation of MacKay (1841, p. 4) that “Men… think in herds” and “go 

mad in herds”. Economic models propose that interaction can benefit decisions when it carries somewhat 

accurate information, but when it does not, there is little gain from interaction (Bikhchandani et al. 1998, p. 

156). Empirical research showed that interaction – and the imitation that it encourages – can raise price 

bubbles and wreck markets (Levine and Zajac 2008). The detrimental effects of interaction are also apparent 

in forecasting. Researchers have long known that multiple independent forecasters, even if laymen, can outdo 

an expert (Galton 1907), a notion popularized in the book “The Wisdom of Crowds” (Surowiecki 2004). 

Crowds of laymen may predict better than experts, but crowds are wise as long as their members are isolated. 

When members interact, opinions can become polarized, errors are magnified, and forecasts go astray, theory 

and research in psychology, sociology and economics suggests (Bikhchandani et al. 1998, p. 163; Lorenz et al. 

2011; Yaniv 2011; Yaniv et al. 2009). 

The two views make differing claims, which we explore here: When people interact, do they become 

better or worse performers? Does interaction spread good practices or bad ones? Should we encourage 

interaction or discourage it? We answer these questions by modeling interaction and its effects on skills, 

incorporating recent evidence from psychological research. 

Overconfidence: Common, but Not Equally Dispersed 

To enhance accuracy and realism, we incorporate recent findings in psychology about overconfidence. 

We also incorporate evidence about people’s inertia, or resistance to change. Both tendencies are expected to 

have performance implications.  

Overconfidence. People often exaggerate their skills (Tversky and Kahneman 1974). They overestimate 

their own skills (practices and beliefs), perceiving them as better than they actually are (for reviews, see Alicke 

and Govorun 2005; Dunning et al. 2004). People’s tendency for overconfidence is so consistent and 

widespread that researchers called it “perhaps the most robust finding in the psychology of judgment” (de 

Bondt and Thaler 1995, p. 389). For example, most drivers assess themselves to be less risky and more skillful 

than others (Svenson 1981). Students judge themselves as above average in characteristics such as 

“cooperative”, “resourceful”, and “persistent” (Alicke 1985). And 90 percent of professors perceive 

themselves as “above-average” teachers, with two-thirds placing themselves in the top quartile (Cross 1977).  

Overconfidence contributes to disastrous outcomes for individuals, firms, and nations: failures, fiascoes, 

wars, and bubbles (Johnson 2004; Malmendier and Tate 2005a, b; Trivers 2011; Tuchman 1984). It leads 
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people to undertake risky ventures that they should have avoided. It blinds them from realizing that their skill 

is insufficient. Overconfidence leads managers and entrepreneurs to overestimate the chances of success, 

leading to excess market entry and increased failure (Camerer and Lovallo 1999; Koellinger et al. 2007). 

Unskilled and Unaware. Overconfidence is common, but not evenly spread. Paradoxically, the most 

overconfident people – those with the greatest gap between actual and self-perceived skill – are the least competent. 

As Kahneman (2011, p. 239) puts it, “there are many pseudo-experts who have no idea that they do not know 

what they are doing”. What causes this pattern? Researchers suggested that the worst performers are so 

incompetent as to be blind to their incompetency; they are too ignorant to realize how poorly they perform. 

According to Kruger and Dunning (1999, p. 1121): “Not only do [the unskilled] reach erroneous conclusions 

and make unfortunate choices, but their incompetence robs them of the metacognitive ability to realize it”. In 

contrast, the highest performers tend to underestimate themselves relative to others. Put differently, 

overconfidence is not merely a reliable exaggeration of one’s skills by some known factor. Overconfidence 

varies with skill level, and poor performers tend to be more overconfident than high performers. 

Scholars have found this pattern, known as the Dunning-Kruger effect (Figure 1), in a variety of everyday 

skills: logical reasoning, humor, and English grammar (Kruger and Dunning 1999). They found it also when 

people were asked to judge their own performance outside the lab, in real events such as a debating 

competition or an exam they just completed. Scholars have replicated it also when participants were offered 

cash payments for correct skill assessments, including in a field setting with non-students: a trap and skeet 

competition. The results also held when the incentives were social: participants were held accountable for 

their conclusions, risking embarrassment when wrong (Dunning et al. 2004; Ehrlinger et al. 2008). 

Insert Figure 1 about Here 

It is plausible that when we meet someone who professes higher skill, we are willing to entertain her 

advice and revise ours. It is reasonable that the more confident one feels about his skills, the more likely one 

is to offer his (supposed) knowledge to others. But the findings of Kruger, Dunning, and their associates 

suggest a paradox of interaction and performance. Because people can be unskilled and unaware, and because 

the less competent are more overconfident, then the less competent are disproportionally likely to 

communicate their skills and practices to others. In contrast, the more competent will be too bashful, 

promoting their practices less than they should. Even worse, because the more competent may underestimate 

their relative expertise, they may mistakenly adopt the erroneous practices over those who are worse 

performers – but overconfident. Because the less competent are overconfident, they revise less often than 
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they should. The paradox implies that interaction can harm the skills of the competent, and that interaction 

will not necessarily improve the skills of the incompetent. 

Inertia: People Resist Change 

People are inert: They resist abandoning existing practices (or skills) and accepting new ones. They 

routinely seek information that confirms their views and ignore evidence that contradicts them (for reviews, 

see Baron 2008; Nickerson 1998). They place undue weight on their own view and discount others’, even 

when it contradicts their self-interest (Çelen and Kariv 2004; Gardner and Berry 1995; Harvey and Fischer 

1997). As physicist Max Planck commented: “A new scientific truth does not triumph by convincing its 

opponents and making them see the light, but rather because its opponents eventually die” (1968, pp. 33-4). 

To examine how inertia affects performance, we incorporate several realistic features in the model. First, 

people are willing to listen only to those they perceive as more skilled than themselves. This feature is 

grounded in empirics (Harvey and Fischer 1997; Soll and Larrick 2009; Yaniv 2004; Yaniv and Kleinberger 

2000; Yaniv and Milyavsky 2007) and present in several behavioral models (Fang et al. 2010; March 1991). It 

seems implausible that people accept an advice from someone they perceive as less competent, but allowing 

people to accept advice from those who are less skilled, as some suggested, would only strengthen the results 

we find (Harvey and Fischer 1997). This assumption produces a cautious bias.  

Second, people attend to just few advisors, often four to six (Yaniv 2004; Yaniv and Kleinberger 2000) 

but sometimes as few as two (Yaniv and Milyavsky 2007). Formally, people’s willingness to consider new 

advice decreases the more they considered advice previously. The more one has revised her practices in the 

past, the less likely she is to revise her practices in the future (Fishbein and Ajzen 1975; Soll and Larrick 

2009). Intuitively, when we encounter a novel topic, we are more willing to adjust our beliefs and practices. 

This assumption, steeped in empirical findings, leads to a model that is more cautious than those where 

agent decisions are affected by socialization or majority rule (March 1991, p. 74). In our formulation, agents 

do not conduct a survey of others’ practices before making a decision. Rather, agents hear from one another 

person at a time, and just a handful of people over time. We certainly recognize the importance and 

prevalence of social influence – collective behavior (Granovetter 1978), herding (Raafat et al. 2009), and 

information cascades (Anderson and Holt 1997) – and understand how prior models accounted for it. Here 

we build on the findings of fellow modelers and researchers to incorporate assumptions that are even more 

cautious yet knowingly realistic. The results, therefore, are less likely to be sensitive to a particular assumption. 

Third, people are willing to revise only slightly. The farther a practice is from their own, the less people 

are willing to accept it (Bonaccio and Dalal 2006; Budescu and Rantilla 2000; Mannes 2009; Yaniv 2004; 
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Yaniv and Milyavsky 2007). Intuitively, we are unlikely to accept practices that are very different from our 

own, for example an opposing political view, but more willing to revise when encountering a practice similar 

to our own. 

By limiting their search – consulting just a few others, ignoring practices that are different from their own 

– people economize on time, attention, and the cognitive effort needed for search and adaptation of new 

skills. However, scholars worry that such limited search hampers performance (e.g., Gardner and Berry 1995; 

Gino 2008; Tost et al. 2012; Yaniv and Kleinberger 2000). This concern is evident in the psychological 

literature, but also in the organizational literature. The tendency to search narrowly, “to overlook distant 

times, distant places”, constitutes myopia (Levinthal and March 1993, pp. 101-4). The tendency to sample a 

narrow variety of opinions constraints individual performance much like a “neighborhood search” limits 

organizational exploration (Levinthal and March 1981; March and Simon 1958). In contrast, firms that rely 

not only on their own experience, but also on the experience of others, perform better (Baum and Ingram 

1998; Ingram and Baum 1997). Within organizations, is evident in the superior performance of those who are 

search the entire organization for relevant knowledge, rather than just their own cluster (Hansen 1999; Levine 

and Prietula 2012; Singh et al. 2010). 

On the other hand, if the unskilled but overconfident are heralding their skills and the more skilled are 

bashful, then bad practices will spread quickly. But if people resist change, they are less likely to improve their 

skills, but also less likely to adopt bad practices. So inertia may not be all negative: Resistance to change could 

mitigate unwarranted revision of skills and practices. 

The Model 

To model interaction and performance, we erected an agent-based simulation. Scholars often utilize 

computational models to study and theorize about complex social and organizational phenomena (Davis et al. 

2007; Harrison et al. 2007; Macy and Willer 2002; Prietula et al. 1998). Some of the pivotal studies in 

organizational theory have relied on such models (Cyert and March 1963; Levinthal and March 1993; March 

1991; Nelson and Winter 1982). Agent-based model, a form of computational model, is fitting for studying 

the consequences of interaction, because agent-based models excel in explicating mechanisms and 

determining boundary conditions (Prietula 2011). An agent-based model is particularly suitable for 

probabilistic processes, such as the spread of practices through interaction, because such processes are poorly 

captured by traditional analytic models.  
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Here we use an agent-based model to conduct synthetic experiments. Models rely on assumptions, and 

these assumptions must be realistic. We base the model – assumptions, variables and rates – on recent 

empirical evidence. We begin with individual behaviors, as documented in laboratory and field experiments, 

and examine how these behaviors affect interactions and performance of many people over a long period. We 

vary behaviors based on empirical findings while observing interactions and outcomes. We use the agent-

based model to complement empirical evidence, not replace it. The model allows us to unravel processes that 

are unobservable or non-manipulable in the field or the laboratory (Burton and Obel 2011). 

Overview of the Model. We are interested in the impact of interaction on performance. In the model, 

agents are endowed with self-perceived and true skills, based on rates established in laboratory and field 

research. We use Skill as shorthand for the accuracy of one’s beliefs and practices; the extent to which one’s 

beliefs and practices lead to good performance. Such practices can be technical, such as understanding the tax 

implications of deferred stock options, or social, such as fitting the appropriate attire for a New York investor 

meeting. Because we define skill broadly, the model covers situations where performance hinges on technical-

rational skills but also situations where adherence to social practices is crucial, a mainstay of institutional 

theory in sociology. The model covers not only simple skills, but also complex ones, which can be thought of 

as a combination of several underlying skills, such as succeeding in a debate, entertaining others, or speaking a 

language fluently. Scholars have shown that people exhibit biases also with such complex skills (e.g., Ehrlinger 

et al. 2008, pp. 105-7; Kruger and Dunning 1999). Our focus here is not on the structure of the skills, but the 

extent to which they are accurate. 

The agents interact and sometimes influence others, just as people do in teams, organizations, and 

communities. If a person is influenced by another, it implies that she revises her skill – her beliefs and/or 

practices – which ultimately affects performance. Agents are willing to be influenced by those who profess 

greater expertise, but recall that people’s self-perception often differs from their true skills. Overconfidence 

and the Dunning-Kruger effect mean that people misjudge the accuracy of their practices and the underlying 

skills. Because of the gap between self-perceived and true skills, one can mistakenly listen to the less 

competent and adopt their practices. When that happens, agents revise their skills downwards – 

unintentionally. When agents revise their skill, they affect their performance. When agents skill decreases, its 

performance deteriorates and vice versa. Our dependent variable in all of the experiments is performance, 

defined as the average skill of the entire population. We are also interested in the way performance is 

distributed in the population, as measured by variance in performance. 
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Model Structure. The model, written in NetLogo (Wilensky 1999), features some components that are 

similar over all experiments. It features a population of 1000 agents, each endowed with some skill. As in the 

psychological literature on which we rely, an agent’s skill is measured relatively, expressed as percentile 

ranging from 0.0 to 1.0 (or from 0% to 100%). The specific distribution of skill is taken from one set of 

empirical findings: logical reasoning skills (Kruger and Dunning 1999, pp. 1124-5). Skills in logic are 

particularly suitable for modeling because they can be objectively tested and rated. Such skills are also 

externally valid, because they are correlated with general intelligence and predict one’s performance in a wide 

range of tasks (Anderson et al. 1996; Perkins and Salomon 1989). Moreover, researchers have shown that the 

gap between true and self-perceived is fairly stable across tasks (Dunning et al. 2004; Ehrlinger et al. 2008; 

Kruger and Dunning 1999), so using another task would hardly affect the model results.  

To model the empirical findings, we divided the population, as has been done in the psychological 

literature, into four quartiles of 250 agents each. Paralleling empirical findings, we endowed each agent with a 

level of self-perceived (or self-reported) skill, reflecting one’s assessment of her own skills. Due to 

overconfidence, self-perceived skill can be well above one’s true skill. Within each quartile, we assigned self-

perceived skills using a draw from a truncated Normal distribution [ranges from zero to one] with a mean 

equal to that found empirically and a standard deviation of 0.1. We assigned true skill similarly, using the 

empirical findings and a draw from a truncated Normal distribution [0,1] with the empirically obtained means 

a standard deviation of 0.1 (see Figure 1). 

Model Dynamics. The model reflects how people interact, assess each other’s skills, and sometimes 

revise their own skill in response to someone else’s advice. The model iterates over periods, where every 

period can represent any fixed time length (an hour, a day, a week). In each period, a fifth of the agents are 

randomly designated as seekers, who are ready to solicit advice and possibly revise their skills. For each seeker 

we randomly assign an advisor from the population. Once the two meet, we evoke a set of rules, based on 

empirical evidence, to determine whether the seeker will revise its skill and if so – by how much. Like people, 

agents cannot observe their true skill, thus each agent can communicate only its self-perceived skill.  

As discussed above, an agent does not even consider others who appear less skilled than itself. The 

seeker compares its self-perceived skill level to the level claimed by the advisor. If the seeker’s self-perceived 

skill is higher than the advisor’s skill, the seeker will not consider the advisor’s views. If the seeker’s self-

perceived skill is lower than then the advisor’s, then the seeker may be willing to consider. We discuss the 

merits of alternative formulation – judging by observing past actions – in the electronic companion. The 

companion also present sensitivity analyses of the assumptions on the results. 
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Two assumptions describe inertia – people’s reluctance to revise their skills. To reflect people’s tendency 

to consider just few advisors, we define a consideration gradient, p(A) – the probability of attending to an advisor 

decreases linearly with the number of past advice taken. The more a seeker accepted advice in the past, the 

less likely is a seeker to consider the advice of a marginal advisor. The gradient is defined according to 

empirical findings: the probability that a seeker will consider a marginal advisor is decreased after each 

revision. It remains positively biased until the fifth advisor (when the probability equals 0.5) and is bounded at 

and beyond the tenth advisor (when it reaches 0). 

𝑝(𝐴) = −0.1 ∗ 𝑟𝑒𝑣𝑖𝑠𝑖𝑜𝑛𝑠 + 1.0 
 

To this we add another cautious assumption, also based on empirics: when a seeker considers an advice, 

the seeker is sensitive to how different is the proposed skill from the seeker’s current. People discount advice 

that is far from their current skill. Recall that, ceteris paribus, people are more willing to accept practices that 

are similar to those they already possess (Fishbein and Ajzen 1975; Yaniv and Milyavsky 2007). This tendency 

is described by an acceptance gradient, where the extent of revision is determined by the difference between the 

seeker’s actual skill, K(seeker), and the advisor’s actual skill, K(advisor):ii 

Δ(K) = (1 - (|K(advisor ) - K(seeker)|)) * (K(advisor ) - K(seeker)) 
 

When agents adjust their behavior following an interaction, they also adjust their self-perceived skill. To 

reflect the gap between true skill and self-perceived skill, we maintain an agent’s self-perceived skill consistent 

with its initial seeded value, but not constant. If an agent has been influenced by another, its self-perceived 

skill is updated by a draw from a truncated Normal distribution [0,1] with the mean of the prior value of self-

perceived skill (s.d. = 0.1). This formulation fits empirical findings that showed how the gap between self-

perceived and true skill persists even when true skill improves (Ehrlinger et al. 2008; Kruger and Dunning 

1999). 

Insert Table 1 about Here 

Experiments and Results 

To establish reliable results, we collected many data: each experiment involves 1,000 agents and runs for 

1,000 periods. We then replicated each experiment a 100 times. The combined data set contains 1.3 billion 

periods of data. All of the differences are statistically significant, unless otherwise noted. 

An Ideal Baseline: A Marketplace of Ideas 

We begin with an ideal case: agents know their true skill and communicate it to others. It reflects a 

hopeful view of interaction: Agents revise their skills or adopt practices only from others who are truly 
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superior to them. Agents are not inert: they do not resist change, always eager to adopt a better practice. They 

are willing to completely revise their skills when encountering a cleverer agent, regardless of how great the 

revision is or how many times they have done so in the past. Formally, to picture a Marketplace of Ideas we 

assume that: 

 All agents accurately know their true skill, so self-perceived and true skills are identical. 

 Agents will always accept advice from those with superior practices, regardless of previous revisions. 

We set the consideration and acceptance gradients to 1.0. 

 When accepting advice, agents will fully revise their practices, rather than just incrementally, 

regardless of the distance between the current and proposed practices. We set K(seeker) = K(advisor). 

These assumptions do not necessarily represent human behavior faithfully, but we use them to establish a 

baseline that reflects the view of interaction as performance enhancing. In subsequent experiments we modify 

the assumptions towards greater realism and observe how performance changes. 

Results. We find that A Marketplace of Ideas indeed lead to a very rapid improvement in performance. 

Specifically, the entire population reached best practices (average ability approached maximum) within less 

than 30 periods (Table 2). Efficiency was high because each single interaction improved the seeker’s 

knowledge and the population average. We observed that the number of successful exchanges decreased with 

each period as the average knowledge in the population increased. Intuitively, as practices in the population 

become better, it becomes rarer for any agent to find another who is more skillful than itself. The change in 

population skill was marginally decreasing as the population became more skilled. 

Proposition I: When people know their true skill and dispose to revise it, their interaction leads to 

rapid improvement in performance. 

 
The proposition is similar to the experimental findings of Mason and Watts (2012), who showed that 

more interaction (through more efficient communication and network structure) leads to superior 

performance. Importantly, their experimental design ruled out a gap between self-perceived and true skill: all 

information transmitted was true, complete, and accurate. Although their experiment focused on exploration 

and exploitation whereas we evoke other processes, their findings are similar to this proposition. We reach a 

similar conclusion through distinctly different paths. 

Insert Figure 2 about Here 
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The Hazards of Interaction: Unskilled but Unaware 

Next, we shift the assumptions closer to reality by incorporating the Dunning-Kruger effect. Now agents 

can be overconfident – their self-perceived skill may be higher than their true skill. The gap between the two 

is modeled after the empirical findings (Figure 1). Because we focus here on the Dunning Kruger effect, we 

still assume that agents are willing to revise their skill completely when encountering another who professes 

superior skill. We also assume that agents are willing to revise without limit and at any point in time. We 

revise these assumptions towards greater realism in the experiments that follow. 

Results. The results are strikingly different: when people are unskilled – and unaware of their deficiencies 

– they spread bad practices. So although some poor performers improve thanks to interacting with strong 

ones, the opposite happens as well. Some of the high performers deteriorate because they are influenced by 

the flawed practices of poor performers, unwittingly overconfident. As a result, the entire population 

performs much worse than in the Marketplace of Ideas. In comparison to that ideal scenario, here performance 

is 34.3% lower (see Table 2). 

 We reproduced one experimental run (Figure 3) to provide an illustration of the temporal dynamics. The 

initial improvement in average true skill is accompanied by a great increase in variance. The variance rises 

because as some poor performers adopt better skills mediocre agents overconfidently spread their flawed 

skills to others who are better performers in actuality. This effect is not caused just by high performers 

imitating poor performers. Rather, agents can deteriorate when those of the highest skill (top quartile) imitate 

these who are just slightly below them (third quartile). As can be seen, performance fluctuates throughout the 

experiment: average true skill approximates, once even exceeds, average self-perceived skill, but ultimately 

falls beneath it, ending very close to where it started. Variance fluctuates but never folds beneath its initial 

levels, suggesting that the population as a whole does not improve its performance. Agent skills fluctuate 

precisely because they are so open. Their skills swing up when they imitate others with higher true skill, but 

decreases when they adopt the practices of the overconfident who falsely proclaim higher skill. Even after a 

long period of time, the gap between self-perception and true skill remains. 

Proposition II: Because some are unskilled and unaware of their deficiencies, interaction spreads 

superior but also inferior skills, resulting in small improvement in performance and no reduction in 

performance variance. 

 

Insert Figure 3 about Here 
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The Hazards of Interaction: Unskilled, Unaware, and Inert 

In the previous experiment, we brought an ideal case closer to reality by incorporating the Dunning-

Kruger effect. But Unskilled and Unaware is not entirely realistic because people are not eternally willing to 

change. Rather, research shows that people are generally inert - reluctant to revise their skills.iii So in this 

experiment we add to the Dunning-Kruger effect assumptions about people’s willingness to revise their skills. 

In this experiment, agents pay attention to an advisor according to the Consideration Gradient and revise 

their skills according to the Acceptance Gradient, as detailed in Model Dynamics. We preserve the Dunning-

Kruger effect and the associated gap between self-perceived and true skill at empirically observed levels 

(Figure 1), as in the previous experiment. 

Results. Once again, we find a drop of 36% in performance from the Marketplace of Ideas. Although the 

performance is similar to the previous experiment, variance is substantially attenuated here. This is the result 

of two opposing forces. Although the Dunning-Kruger effect pushes performance downwards from the 

Marketplace of Ideas baseline, inertia causes skills stabilize over time. Again, we reproduced one experimental 

run (Figure 4) to provide an illustration of the temporal dynamics. One can see an initial improvement in true 

skill, but the positive effects plateau soon. The plateau is the combined outcome of the Dunning-Kruger 

effect, which we have modeled in the previous experiment, and inertia, which we added in this experiment. 

Comparing the results from the two experiments, one can attempt to isolate the effect of inertia on 

performance. Although inertia preserves the gap between true and self-perceived skill, it stabilizes true skill, 

thus making performance more predictable. Because inertia cements practices over time, there is much less 

fluctuation in true skill. Here, performance plateaus earlier and variance decreases in a predictable manner. 

In sum, in a realistic case where people exhibit both the Dunning-Kruger effect and inertia, they perform 

just as they do with the Dunning Kruger effect alone – but their performance is more reliable. Inertia, often 

casted as a negative tendency, serves here as a partial defense against the spread of bad practices. Hence, 

Proposition III: Because some unwittingly spread inferior practices, people’s inertia – their 

reluctance to revise skill – does not harm performance; rather, it stabilizes it. 

 

Insert Figure 4 about Here 

Why Isolation Can Benefit Performance 

The previous experiment suggested that inertia tempers the spread of bad practices that result from 

interaction with those who are unskilled and unaware. Although inertia is commonly thought to dent 

performance, it may have a positive effect – it reduces variance and stabilizes performance. We proceed in the 
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line of inquiry. In this experiment, we examine add another common tendency: social clustering and in-group 

bias. Both are thought to have mixed or negative effects on performance due to isolation, which is associated 

with insufficient exposure to new information, knowledge, ties, and opportunities. But does this effect hold 

with the realistic assumptions of Dunning-Kruger effect and inertia?  

Clustering and In-Group Bias. It is well established that people cluster: they interact only with a small 

subset of others, who also tend to interact with each other (Levine and Kurzban 2006). For instance, 

Americans have on average two or three close friends (McPherson et al. 2006) and nine to thirteen friends in 

general (Wang and Wellman 2010). One’s friends also tend to befriend each other, thereby forming a tightknit 

group (see discussion of transitivity, Heider 1958; Holland and Leinhardt 1971). Within a cluster, people 

maintain dense, overlapping relationships with each other, but are relatively isolated from other clusters (Feld 

1981; Flynn et al. 2010; Hallinan and Felmlee 1975; Simmel 1955). The resulting social structure resembles 

Swiss cheese: dense clusters separated by gaps. 

Social clustering is prevalent in organizational and economic contexts, for instance in overlapping ties 

among managers (Burt 2004; Ingram and Roberts 2000), company directors (Davis and Greve 1997; Mizruchi 

1996), scientists (Newman 2001), and the socio-economic elite (Kadushin 1995; Useem 1984). Clustering is 

present not only among people, but also among organizations – companies are more likely to develop 

relationships with their partners’ partners (Baum et al. 2003; Gulati and Gargiulo 1999; Kogut and Walker 

2001; Sorenson and Audia 2000). Clustering is the backdrop for some of the most influential ideas about 

networks, such as the Strength of Weak Ties (Granovetter 1973), Structural Holes (Burt 1992), and Small 

Worlds (Milgram 1967).  

The effects of clustering on performance are mixed. On the one hand, clustering means tightknit 

relationships that may promote goodwill and mutual vigilance, leading to better performance (e.g., Biggart 

and Guillén 1999, p. 735; Granovetter 1992, pp. 38-48). But because clustering increases isolation, scholars 

suggested that it can harm performance. For example, poorly performing CEOs were more likely to seek 

advice from their cluster of friends and associates, thereby reducing their exposure to new information and 

possibly worsening their woes (McDonald and Westphal 2003). In contrast, people who live across clusters, 

people who bridge structural holes, are promoted quicker, receive larger bonuses, and originate better ideas, 

compared to those who are clustered (Burt 2004, 2005). Among firms, Uzzi (1997) hypothesized based on 

qualitative data, clustering derail performance by isolating from new information. Due to the risks of 

isolation, scholars recommended that individuals and firms combine the strong ties that come from 
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membership in a cluster with the weak ties that reach outside it (Burt 2005; Mizruchi and Stearns 2001; Oh et 

al. 2004; Podolny and Baron 1997; Uzzi 1999).  

Social clustering describes a pattern of social networks. In-group bias describes a psychological tendency 

in interaction within and across groups. Researchers have shown that people are more likely to interact with 

members of their group (DiDonato et al. 2011; Krueger and DiDonato 2008), view them more positively 

(DeSteno et al. 2004) and as more similar to themselves (Robbins and Krueger 2005), as compared to 

nonmembers. People are also more likely to cooperate with members of their groups (Fu et al. 2012; Rand et 

al. 2009; Yamagishi et al. 1999). Much like clustering, in-group bias is thought to undercut performance by 

isolation. In-group bias limits the kind of people one interacts with, thereby depriving actors of access to 

information, opportunities, and ideas. Some thought that diversity, in many ways the opposite of in-group 

bias, will benefit performance by fetching more unique information and knowledge. However, this view has 

received mixed empirical support (for reviews, see DiTomaso et al. 2007; van Knippenberg and Schippers 

2007). We proceed to assess how clustering and in-group bias affect performance when overconfidence and 

inertia are taken into account.  

Modeling Clustering and In-Group Bias. For modeling purposes, clustering and in-group bias have a 

similar effect: they limit interaction. For the model, it is immaterial whether the limited interaction comes 

from social-psychological tendencies, communication or network structures, physical arrangement (e.g., 

isolated work areas, distant offices), or any other source. We are interested in the consequences, not the 

causes, of lesser interaction.  

To examine the consequences of clustering and in-group bias, we modified the model. First, after 

randomly assigning agents to the four quartiles, we randomly assigned all agents to equally sized groups. This 

is similar to a common experimental procedure for creating minimal groups. To reflect the repeated 

interactions that are inherent to clusters and the preferential treatment that constitutes in-group bias, we 

added a parameter to the model. We gave agents a weighted preference probability (0.8) to interact with 

others in their own group. Formally, before a seeker listens to an advisor, it checks whether the advisor is an 

in-group members. The seeker aims to interact with in-group advisor 80% of the time (see the electronic 

companion for a sensitivity analysis). 

Each group experiment began with randomization (as described above) and was run for 1,000 periods.iv 

We conducted 100 replications for each group value, experimenting on groups of 5, 10, 25, 50, 100, 200, 250, 

and 500. For comparison, the performance of a “group” of 1000, which constitutes the entire population and 

therefore free from in-group bias, is identical to what we found in Unskilled, Unaware, and Inert (Table 2).  
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Results. We see two striking features: One, performance does not improve when we increase interaction 

(Figure 5). Allowing agents to interact with more potential sources – decreasing isolation – does not improve 

performance. Average performance remains almost unchanged across group sizes, even when groups are very 

small or very large. Differences in average performance across group sizes are statistically indistinguishable. 

Under realistic conditions of overconfidence and inertia, neither cluster size (group size) nor in-group bias 

affect performance. The second striking finding: interaction leads to equalization of performance. As can be 

seen in the figure, as group size increases, the range of performance decreases. Put differently, the smaller is 

each group, the more performance variance is present. The decrease in variance is nonlinear. Performance 

variance decreases rapidly when group size increases beyond five members, and plateaus when group size 

exceeds 100 members. 

Proposition IV: Clustering and in-group bias reduce interaction, but do not harm performance. 

Proposition V: When people interact widely, they do not perform better. Rather, their performance 

equalizes. 

 

Insert Figure 5 about Here 

Discussion and Conclusion 

We opened with the views of some successful individuals who stressed the hazards of interaction and the 

benefits of isolation. Nobel laureate Max Plank suggest that new scientific ideas are not a collective 

achievement, but emerge from one individual who struggles alone. Warren Buffet, perhaps the most foremost 

modern investor, conjectured that his thinking is clear because in Omaha he is isolated from social “noise”. 

Working in a very different field, designer Philippe Starck similarly ascribed his success to solitary existence – 

he removes himself from company and the popular media – implying that social interaction would dilute his 

creativity. 

Scholars who demonstrated how interaction can spread useless or even harmful practices may concur, 

but others may not. As John Stuart Mill did, people often presume that interaction leads to better 

performance thanks to the spread of better skills. Such assumptions underlie notions as diverse as freedom of 

speech, free trade, and open collaboration. These assumptions are behind many organizational practices, such 

as committee work, best practices sessions, communities of practice, and peer learning in the classroom. 

We presented the two views and moved to explore their differences through empirical evidence and 

agent-based modeling. The first experiment showed that interaction can indeed spread better practices, 

leading the entire population to better performance. The result fits a hopeful view of interaction, but hinges 
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on two strong assumptions: people must accurately assess their skills and dispose to revise them. Relying on 

recent evidence about people’s overconfidence and inertia, we concluded that such assumptions may not be 

realistic. When we incorporated a realistic assumption about overconfidence – the persistent gap between 

people’s true and self-perceived skills – we found that interaction brought a much smaller improvement in 

performance and none in variance. When the least skilled people are the most overconfident, interaction 

disproportionally spreads inferior skills.  

Paradoxically, people’s reluctance to change, a tendency often perceived as harmful, also protects them 

from adopting poor practices, as the third experiment demonstrated. Inertia did not result in lower 

performance, just lower variance. Inertia may serve as a cognitive defense against the introduction of harmful 

skills. This may explain why people remain reluctant to revise their beliefs and practices even when there are 

clear benefits to doing so. If one thinks about variance as risk (Markowitz 1952, p. 89), then inertia may be a 

safeguard against risk, born out of loss avoidance (Kahneman and Tversky 1979). 

Similarly, social clustering and in-group bias are often considered harmful to performance. It is plausible 

that by interacting with more people, one can improve performance. Our fourth study proposes that these 

assumptions are not always true. Under realistic assumptions about overconfidence and inertia, interacting 

with more people does not lead to better performance. Rather, by interacting with more people one becomes 

more similar to them, for better or worse. When people roam and interact with many others, poor performers 

imitate high performers, but the opposite also happens – high performers mistakenly adopt fallacious skills. 

So interaction does not improve performance, but it may be helpful in reducing variance. If one’s goal is 

homogenous performance, then one should encourage broad interaction to reduce variance, helping people 

reach similar levels of performance. This is an appropriate goal in education, for instance, where performance 

gaps between students are problematic. On the other hand, if one seeks a single breakthrough, then one 

should create many teams and keep them isolated, so that at least one of them would emerge with very high 

performance. Our results show that some teams can reach very high performance even if members are 

randomly assigned. 

The findings also fit with those of March’s exploration-exploitation model (1991) and its more recent 

variations (Fang et al. 2010; Lazer and Friedman 2007). In those models, too much interaction hurts 

performance by reducing the diversity of solutions too quickly, too early. A more fragmented organizational 

structure improves performance by slowing interaction. However, March (2006, pp. 207-11) conceded 

difficulties in finding an optimal balance of interaction and isolation. Furthermore, researchers criticized the 

assumptions underlying these models, arguing that they do not reflect actual human behavior (Mason and 
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Watts 2012, p. 765). We contribute to this debate: Although we do not focus on exploration-exploitation, 

employ a simpler behavioral algorithm, and rely on recent empirical evidence, we reach a similar conclusion. 

We do so through a different path, one that involves the mechanisms of overconfidence and inertia (see 

further discussion in the Electronic Companion).  

The findings suggest new venues for scholarly research. Inertia, whether individual organizational, is 

usually presented as harmful, as a source of personal decline and organizational death. The popular media 

implores people to “embrace change” and “step outside their comfort zone”. But such a recommendation is 

hinged on a strong presumption. It presumes that one can identify reliable sources from which to absorb 

strong skills. Because we have troubles judging skill, this may not always be the case. Therefore, one can think 

of inertia as a protective mechanism to preserve current skill. It may be a vestige of our evolutionary past, but 

in a world were sources of skills and practices may be unreliable, inertia may be the best strategy. Similarly, 

clustering and in-group bias are often considered a problem, contributing to discrimination and intergroup 

conflict. People are encouraged to widen the social circle and interact with out-group members. Again, in-

group favoritism may be an evolved strategy to protect one’s skills. 

When high performers interact, they risk decreased performance. This could explain the intuitive 

observations of Max Planck, Warren Buffet, and Philippe Starck on the link between social isolation and high 

performance. More broadly, this finding helps explaining a stubborn observation: innovations and good ideas 

often come from peripheral actors, not central ones (Burt 2004; Collins 1998). For example, jazz music 

recorded in disconnected cities is more likely to be adopted into the musical canon than music recorded in 

central cities (Phillips 2011). 

Peripheral actors may reach superior performance, but they may face difficulties communicating their 

ideas and innovation back to the mainstream, where actors of lower performance and inertia are likely to 

reject unusual ideas offhand. Economist George Akrloff saw his manuscript, “The Market for ‘Lemons’”, 

rejected by The American Economic Review, The Review of Economic Studies, and The Journal of Political 

Economy as either trivial or unreasonable. He eventually published the paper after three years of rejections 

and revisions. That paper won him the Nobel prize (Akerlof 2001). Breakthroughs win acceptance when they 

appear closer to mainstream beliefs and practices. For example, Edison did not invent the incandescent bulb 

and electric generator, but brought them to mainstream use through a design that fit the prevailing 

institutions of the time (Hargadon and Douglas 2001). 
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Our findings will not settle the debate on the consequences of interaction, but they identify some benefits 

and hazards of interaction – and highlight the mechanisms that drive them. The results support the intuition 

of some creative people: interaction can be hazardous, and isolation may benefit performance. 
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# Behavioral 
Assumption 

Description  Model Component 

1 People may revise 
their skill when 
advised by someone 
who professes 
superior skill 

Because people cannot directly assess 
true skill, they decide whether to 
consider others’ advice by comparing 
their own skill level, as they perceive it, 
and the self-perceived (professed) skill 
level of others  

If the advisor’s self-perceived skill 
is greater than the self-perceived 
skill of the seeker, then the seeker 
may adopt the advisor’s skill, 
subject to the other behavioral 
assumptions   

2 People consider only a 
few advisors 

The probability of attending to an 
advisor decreases linearly with the 
number of past advice taken. The more a 
seeker accepted advice in the past, the 
less likely is a seeker to consider the 
advice of a marginal advisor 

The probability that a seeker will 
consider a marginal advisor is 
decreased after each revision and 
bounded [0,1]: 
 

𝑝(𝐴) = −0.1 ∗ 𝑟𝑒𝑣𝑖𝑠𝑖𝑜𝑛𝑠 + 1.0 
 

3 People discount advice 
that is far from their 
current skill  

When accepting another’s advice, the 
change in a seeker’s true skill is 
proportional to the absolute distance 
between the seeker’s and the advisor’s 
true skill 

The change in the seeker’s true skill 
(ΔK) is the initial difference in true 
skills, multiplied by the absolute 
difference of the two, subtracted 
from one: 
 

Δ(K) =  
(1 - (|K(advisor ) - K(seeker)|)) * 

(K(advisor ) - K(seeker)) 

Table 1: Behavioral assumptions in the model. Sensitivity analyses of these assumptions can be found in the 
electronic companion. 
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Experiment 

 Average Performance in 
Population 

Performance Variance in 
Population 

Average Range of Performance for 
Groups 

    Lowest Highest 

A Marketplace of Ideas  0.981 0.000   

Unskilled and Unaware  0.644 0.011 --- --- 

Unskilled, Unaware, and 
Inert 

 0.627 0.000 --- --- 

When Isolation Benefits 
Performance 

Group 
Size 

  --- --- 

 2 0.552 0.048 0.009 0.996 

 5 0.580 0.047 0.068 0.971 

 10 0.604 0.036 .0187 0.604 

 20 0.617 0.024 0.338 0.617 

 25 0.616 0.022 0.384 0.623 

 50 0.623 0.016 0.490 0.737 

 100 0.620 0.013 0.545 0.686 

 200 0.622 0.012 0.591 0.656 

 250 0.621 0.012 0.594 0.647 

 500 0.623 0.011 0.616 0.631 

Table 2: Results across experiments   
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Figure 1: True and self-perceived skill by quartile of true skill (based on Kruger and Dunning 1999, pp. 1124-5). Quartile means appear above the curve 

for true skill, and below the curve for self-perceived skill. The two skills are weakly correlated: Pearson product-moment correlation coefficient = 0.274. 
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Figure 2: In a Marketplace of Ideas, agents’ performance convergences quickly to the maximum. Over 100 replications, the entire population reached 

maximum true skill within less than 30 periods (average = 25.6). An illustration based on one experimental run; complete results are provided in Table 

2. 
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Figure 3: In Unskilled and Unaware, agents are overconfident, but everlastingly willing to revise their skills. Although they entertain only those who 

profess a superior skill, in actuality they sometimes revise their skills based on the unwitting advice of those who are unskilled and unaware. The 

perennial willingness to revise leads to unstable results: average true skill fluctuates over time and variance in true skill remains high, implying that true 

skill never converges in the population. While some agents improve, others deteriorate. An illustration based on one experimental run; complete results 

are provided in Table 2. 
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Figure 4: In Unskilled, Unaware, and Inert, agents are overconfident but also reluctant to change. Initially, they are willing to change, so their true skill 

improves and variance decreases. But as inertia takes effect, true skill plateaus. Self-perceived and true skill remain at odds. An illustration based on one 

experimental run; complete results are provided in Table 2. 
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Figure 5: Average skill and variance across groups of varying size. Skill values (left vertical axis) include maximum (top black diamond), minimum 

(bottom black diamond), range (vertical black line), and average (blue triangle). Maximum, minimum, and average skill values are identical when group 

size is 1000 agents, and very close when group size is 500. Variance (right vertical axis; dotted red line) is generally decreasing as group size increases. 
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i However, team size is not necessarily an accurate measure of frequency and breadth of interaction, e.g., a single author may be well-
connected to others. Also, some argue that team-authored papers become more impactful not due to superior quality, but due to 
processes that happen after publication. For instance, more team members provide more breadth for self-promotion and self-citations 
(see debate in Valderas 2007; Wuchty et al. 2007b). 
ii This defines an inverted-U function where influence increases up to a certain proportional distance and decreases afterward. 
Influence is maximal when the difference is 0.5. 
iii When people pay for advice, they may be more willing to adopt it, as when receiving advice from a therapist, an investment advisor, 
or a strategy consultant. Laboratory research found that the sunk cost fallacy causes people to put more weight on paid rather than 
free advice (Gino 2008). The model accommodates either condition: Situations with no inertia, where advice is fully weighted, are 
captured in Unskilled but Unaware, whereas situations with inertia are captured in Unskilled, Unaware, and Inert. 
iv Group manipulations had a slower variance convergence due to the structural bias which resulted in the two sources of advice (i.e., 
within-group, between-groups) contributing different values resulting from their “local” preferred advisory environment (i.e., quartile 
makeup). Preliminary experimentation of the model revealed that when the population actual knowledge variance fell below 0.02, it 
was continuously stable within that region over 5,000 periods (the maximum tested). 
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Further Discussion 

What If a Seeker Could Observe the Advisor’s Behavior and/or Outcome? 

In an alternative formulation of the model, seekers could decide whether and how much to revise 

their skills based on the advisor’s past behavior and its outcomes rather than the advisor’s self-perceived skill. 

This formulation is inferior to the current one, because it considerably narrows the model scope by excluding 

many situations. It also requires an assumption that is likely superfluous.  

Had we focused only on situations where a seeker can observe the advisor’s performance before 

accepting his advice, we would have excluded many common situations, rendering the model much less 

useful. Quite often in life, someone performs an action but feedback is delayed or entirely missing, thus 

providing no information about skill (Denrell et al. 2004; Fang and Levinthal 2009). For instance, when 

managers hire investment bankers or select board members, they can rarely observe the link between the 

candidates’ past advice and subsequent company performance. For this, managers resort to hints of 

reputation and status (e.g., Podolny 1993; Zajac and Westphal 1996). 

Even if one can observe both behavior and outcome, there is often little casual connection between 

the two. Observing behavior and outcome is not a guarantee of gauging skill correctly, because the link 

between true skill and performance is often ambiguous or noisy. Noise implies that high skill can result in just 

mediocre performance, and vice versa. Researchers have repeatedly shown that high performance may not be 

a reliable indicator of high skill (e.g., Denrell and Fang 2010; Denrell and Liu 2012). Observers, however, are 

notorious for misattributions. People tend to mistake a lucky strike, for instance, for underlying high skill. 

The same is true about assessing own performance. In what Hogarth (2001, p. 217) called “wicked 

environment”, agents acquire false intuition because the task is too lenient or the feedback they receive may 

be irrelevant. This sort of ambiguity has fueled a long debate on CEO skill, company performance, and 

executive compensation (e.g., Finkelstein et al. 2008; March 1984; Wade et al. 2006). It is may be tempting to 

think that observing past actions provides more useful information than agent’s self-reported skill, but this is 

not necessarily the case.  

Not only such assumptions render the model less general and less parsimonious, but they are also 

unlikely to affect the results, because observation of past behavior and/or outcome is already contained in the 
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Dunning-Kruger effect: before people are asked to assess their own skill, they have plenty of chances to 

observe others’ behavior. But they are still overconfident. People have troubles assessing their own skill partly 

because they have troubles assessing other people’s skills. The Dunning-Kruger effect, as well as the entire 

body of evidence on overconfidence, is hinged on people’s difficulties in assessing their own skill and 

comparing it to others’. For people to exhibit overconfidence, they must err in assessing their own skills in 

comparison to others’. Social psychologists have repeatedly documented such assessment errors and 

hypothesized on the causes (for reviews, see Alicke and Govorun 2005; Dunning et al. 2004). Recent 

evidence suggests that overconfident people are not sanctioned by peers, but rather rewarded higher status. In 

a series of experiments, psychologists showed that the overconfident enjoy enhanced social status in both 

short- and longer-term groups (Anderson et al. 2012). The overconfident enjoys benefits even when others 

can observe her actual performance (Kennedy et al. 2012).  

Similarly, the Dunning-Kruger effect is present even when people can observe others’ behavior and 

outcomes. In all of the experiment that substantiated the effect, people could observe the performance of 

others before assessing skills. For instance, before assessing their skill in English grammar, participants, all 

college students, have had years’ worth of observation on how others use English, simply through daily 

interactions (Kruger and Dunning 1999). Members of debating teams had many opportunities to witness 

others debate  before researchers asked them to assess skills (Ehrlinger et al. 2008). Yet despite observing 

actual performance, poor performers were still vastly overconfident in assessing their true skill compared to 

others’; high performers were still overly modest, underestimating how well they performed.  

In one study (Kruger and Dunning 1999, pp. 1125-7), participants even received the actual responses 

of others and had a chance to review their own for accuracy. But they were still unable to spot the glaring 

differences, precisely because poor performers lack the skill to assess performance, whether others’ or their 

own. High performers, in contrast, overestimated the performance of their peers, assuming that others were 

better than they actually were. After seeing others’ performance, high performers revised their self-perceived 

skill upwards, but not sufficiently so. They still underestimated their true skill. Thus, providing either group 

with actual performance data did not eliminate the effect. We have no reason to expect that it would change 

our results. 

What If Seekers Can Observe Own Performance? 

One may wonder about a seemingly straightforward alternative: agents take advice and revise their 

skills, and then observe their new performance. If performance does not improve, they abandon the advice 

and reserve the skill revision. In fact, this formulation is built into the model. When agents can accurately 
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assess their own performance level, then they live in the Marketplace of Ideas model. Of course, much research 

tells us that this assumption is unrealistic: people have serious difficulties in assessing their own performance. 

If people could assess their skill correct, then neither overconfidence nor the Dunning-Kruger effect would 

be as prevalent as they are shown to be. 

How The Model Differs from Those of Exploration and Exploitation? 

Our conclusions resemble those of March (1991) and subsequent developments of his exploration-

exploitation model (Fang et al. 2010; Lazer and Friedman 2007; Mason and Watts 2012; Rodan 2005), but we 

reach these conclusions in a path that is substantially different. The differences are numerous, and we list 

some of them. Foremost, our focus is not on the distinction between exploration and exploitation. The 

agents we model do not consciously decide whether to experiment with new solutions or – alternatively – 

stick to tried practices. The agents are also much simpler: they possess just a single skill, not a set of skills. 

Because they have only a single skill, there is neither complexity nor interdependency across skills. Here there 

is no collective influence: Agents decide to revise their skills and beliefs (or avoid from doing so) after each 

interaction, and engage only in few interactions. So, the results are not driven by socialization or majority rule 

(March 1991, p. 74). This mechanism also rules out collective behavior (Granovetter 1978), herding (Raafat et 

al. 2009) and information cascades (Anderson and Holt 1997). Finally, the model does not assume a central 

depository of knowledge (an “organizational  code”; March 1991) or a network structure (Fang et al. 2010; 

Lazer and Friedman 2007; Mason and Watts 2012).  
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Model Parameters, Variables, and Values 

Parameters, Variables Value(s) 

Parameters (invariant across experiments)  
Quartile Size 250 agents 
Total agents in model 1,000 
True Skill Level 1  
   Top quartile (mean, s.d.) 0.86, 0.1 
   Third quartile (mean, s.d.) 0.57, 0.1 
   Second quartile (mean, s.d.) 0.32, 0.1 
   Bottom quartile (mean, s.d.) 0.12, 0.1 
Self-perceived Skill Level 1  
   Top quartile (mean, s.d.) 0.74, 0.1 
   Third quartile (mean, s.d.) 0.55, 0.1 
   Second quartile (mean, s.d.) 0.65, 0.1 
   Bottom quartile (mean, s.d.) 0.68, 0.1 
   
Within-group communication probability 0.8 
  
Percent of agents seeking advice per period 10% 
Number of runs per manipulation 100 
Number of periods per run 1,000 
  
Variables  
 Independent  
   Group Manipulation (sizes) 2, 5, 10, 20, 25, 50, 100, 200, 250, 500 
Dependent  
   Performance Mean, variance, range of True Skill levels 

individually and collectively 
 

Table EC1: Model parameters and study variables 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

1 Initial values drawn from a truncated normal distribution [0,1] with indicated means and standard deviations. 
After an exchange, the Perceived Skill Level of the Seeker agent is redrawn using the same quartile 
distribution parameters. 
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Sensitivity Analyses  

How Key Behavioral Assumptions Affect Results 

Here we assess the effects of the key behavioral assumptions on the results. A Tukey HSD analysis found 

that Assumption 1 – people may revise their skill when advised by someone who professes superior skill – 

has an effect on the results that is statistical distinguishable from the effects of the two other assumptions (see 

Table 1 in the main paper).  

 
Figure EC1: Sensitivity Analysis - How Behavioral Assumptions Affect Performance 
Vertical bars denote 0.95 confidence intervals. 

 

How Assumptions about Clustering and In-Group Bias Affect Results 

When modeling clustering and in-group bias we assume that 20% of the population seeks advice 

every period, receiving on average 200 responses per period. Because we designed the model to be broad and 

abstract enough to accommodate multiple tasks, situations and organizations, we relied on broad measures of 

human association (Dunbar 1996; Dunbar 2004), including estimates of email correspondence (Gallo 2012). 

Here we present a sensitivity analysis of this parameter value on skill and variance in skill, compared to a set 

of other parameter values. Using the complete set of three behavioral assumptions, we tested ten different 

parameter values: 10%, 20%, …,100%.  For each value, we ran the simulation for 1,000 periods, with 100 

replication runs per each value. A post-hoc analysis of the 100,000 runs revealed no differences in average 

variance between 10% and 20%, but 20% differed significantly from the remaining parameter value results 

(Tukey HSD, with probabilities ranging from p < 0.05 to 0.0001). However, the absolute levels of skill 
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variance differences are extremely small, suggesting that increasing the intensity of potential communication 

per period (i.e., the percent of Seekers requesting advice) does not practically impact skill variance. On the 

other hand, no effect was found on average skill levels. The figures summarize the findings of the sensitivity 

analyses. 

 

 

Figure EC2: The Effect of Assumptions about Clustering and in Group Bias on True Skill 
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Figure EC3: The Effect of Assumptions about Clustering and in Group Bias on Variance in True Skill  
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Pseudocode Simulation Algorithm 

Pseudocode representation of the core simulation experiment modifying the group size in the population. 
 
;;  Simulation experiment modifying group size 
;; 
;; Initialize a population of objects of type Agent (not defined here) 
set AgentSet = 1000 of type Agent 
;; 
;;  Systematically modify the group size of the 1,000 agents 
repeat GroupSize = [2, 5, 10, 20, 25, 50, 100, 200, 250, 500] 
 ;; 
 ;;  For a given group size, repeat the simulation experiment 100 times 
 repeat  SimExperiment =  [1 to 100 by 1] 
  ;; Set initial parameter values as defined in Table x (main document) 
  ;; 
  Initialize Skill_Levels of agents in each quartile 
  Initialize Percieved_Skill_Levels for each quartile  
  ;; 
  ;;  Run a simulation experiment to 1000 periods 
  repeat Periods = [1 to 1000 by 1] 
   ;;  
   ;; For each period, randomly select 20% of the agents to seek advice (once per period) 
   select RandomSet = .2 of AgentSet 
   ;; 
   ask each Agent of RandomSet 
    ;;  
    ;; 80% of the time check for advice from the agent’s group 
    if random [0,1]  > .2  ;; using behavioral  assumptions (Table x) 
     then  
      ;; Check for advice from agents in the group  
      Check_For_Ingroup_Advice 
     else  
      ;; Check for advice from agents out of the group  
      Check_Outgroup_Advice 
    ;; 
     end ask 
  end repeat  ;; 1000 periods reached 
  ;;  
  Capture_SimExperiment_Data 
 end repeat  ;; the current 100 simulation runs  are done with the current GroupSize 
end repeat  ;; all GroupSize simulations are now complete 

  



Electronic Companion 

EC9 
 

Glossary 

Acceptance Gradient The probability of attending to an advisor decreases linearly with the number of past 
advice taken. The more a seeker accepted advice in the past, the less likely is a seeker 
to consider the advice of a marginal advisor. Therefore, the extent of revision is 
determined by the difference between the seeker’s actual skill, K(seeker), and the 
advisor’s actual skill, K(advisor):  
 

Δ(K) = (1 - (|K(advisor ) - K(seeker)|)) * (K(advisor ) - K(seeker)) 
 

Consideration 
Gradient 

The probability of attending to an advisor decreases linearly with the number of past 
advice taken. The more a seeker accepted advice in the past, the less likely is a seeker 
to consider the advice of a marginal advisor. The gradient is defined according to 
empirical findings: the probability that a seeker will consider a marginal advisor is 
decreased after each revision. It remains positively biased until the fifth advisor 
(when the probability equals 0.5) and is bounded at and beyond the tenth advisor 
(when it reaches 0). 

𝑝(𝐴) = −0.1 ∗ 𝑟𝑒𝑣𝑖𝑠𝑖𝑜𝑛𝑠 + 1.0 
 

Skill Beliefs and practices. High skill consists of accurate beliefs and/or practices whereas 
poor skill is the outcome of fallacious beliefs and/or practices. 
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